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Chapter 1 Preface to estimation with Software for Intake Distribution 

Estimation (SIDE) 
 
1.1 Introduction 
 
One of the goals of the Canadian Community Health Survey – Nutrition (Cycle 2.2) is to 
estimate distributions of usual intake for several nutrients at the provincial level for fifteen 
Dietary Reference Intake groups. In order to accomplish this, recalls of what the respondent 
ate in the 24 hours of the day preceding the interview were collected. This kind of data is 
also known as a measure of daily intake. The daily intake of an individual is the quantity of 
nutrient or food he or she has eaten in one day. The usual intake of an individual is the 
long-term average of his or her daily intake. One must fit a measurement error model to get 
an estimate of a population usual intake distribution from daily intake data. The Software 
for Intake Distribution Estimation (or SIDE) is a program that is able to do this. In general, 
it is more interesting to study the usual intake distribution of a population than its daily 
intake distribution. For example, knowing the fraction of the population engaging in a poor 
nutritional habit over a long period of time is more important than knowing the fraction of 
the population engaging in that behaviour on a given day. 
  
It is not necessary to use SIDE to get estimates that have no link to the usual intake 
distribution. For example, to study daily intake distributions, one can simply use any 
preferred statistical software. 
  
There are three main types of estimates one can get from studying usual intake distribution 
(from the simplest to the most complex): 
  

1- The usual intake mean; 
2- The percentage of the population having a usual intake under (or over) a 

given threshold (or cut-off); 
3- A percentile of the distribution. 

 
Under the fitted measurement error model, the mean of the usual intakes is equal to the 
mean of the daily intakes. Consequently, it is not necessary to use SIDE (i.e. adjust the 
model) to get this type of estimate. However, SIDE is needed in order to estimate a 
percentage or a percentile. 
 
Some versions of SIDE allow for the estimation of the usual intake distribution of foods. 
This type of analysis is different from the analysis of usual intake distribution of nutrients. 
Note that it is possible to study usual intake distributions of food with the Canadian 
Community Health Survey - Cycle 2.2 data, but only for foods that have a high frequency 
of consumption. A maximum of two 24-hour recalls (two measures of the daily intake) 
were taken from respondents, and it would have required more measures per individual to 
get precise results when analysing foods that are consumed less frequently. 
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SIDE uses the method described in Nusser et al. (1996)1. As was said before, this method is 
based on a measurement error model that makes the link between daily intake 
measurements and estimates of usual intake distributions. The methodology of the software 
is divided into four steps: 
 

1. preliminary adjustments; 
2. a semi-parametric transformation to normality; 
3. estimation of the within-individual and between-individual variances of the daily 

intake (which is needed to estimate the usual intake distribution in the normal 
scale); 

4. a transformation of the usual intake distribution from the normal scale to the 
original scale. 

 
Statistics Canada recommends the use of SIDE to estimate usual intake distribution 
characteristics from the Canadian Community Health Survey (CCHS) - Cycle 2.2 
(Nutrition Component) data. This software is complex, complete and precise for this kind 
of estimation. 
 
The use of SIDE is laborious, especially when confidence intervals of the studied 
characteristics are needed. The user guide of SIDE and the documentation of Statistics 
Canada should make estimation with the software easier. The official user guide (and the 
technical guide) can be obtained from the Department of Statistics and Center for 
Agricultural and Rural Development of the Iowa State University (ISU). The guide for the 
SAS/IML version of SIDE can be found at: 

 
http://www.card.iastate.edu/publications/DBS/PDFFiles/96tr30.pdf . 

 
For more information on the mathematics of the software, one should consult the technical 
guide at: 

http://www.card.iastate.edu/publications/DBS/PDFFiles/96tr32.pdf . 
 
Finally, the order form to purchase SIDE is found at: 
 

http:/cssm.iastate.edu/software/SIDEodfm.pdf  
 
It is essential to use the software correctly and efficiently, because the analyses can take a 
very long time to run. It is necessary to take the different aspects of the survey into account 
when calculating estimates. In order to do so, one can follow these steps: 
 

• Understand the survey by reading its documentation; 
• Become familiar with the bootstrap replication method of estimating the sampling 

variance; 

                                                 
1. Nusser S.M., A.L. Carriquiry, K.W. Dodd and W.A. Fuller (1996). A semiparametric transformation 
approach to estimating usual intake distributions. Journal of American Statistical Association, 91: 1440-1449. 
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• Read this document in order to choose the best version of SIDE to use. The use of 
the SAS/IML version is recommended. Most of Statistics Canada’s documentation 
on SIDE is related to this version; 

• Become familiar with calculating estimates with SIDE using the main weight. One 
should read the SIDE user guide and the Statistics Canada complement (chapter two 
of this document) and calculate some point estimates with SIDE using different 
values of the parameters, different target domains and different nutrients. The user 
will want to be familiar with the inputs and outputs of the software as well as with 
the error messages one can get before moving on to detailed analyses. Creating 
some graphs of the distributions should also help in understanding the methodology 
of the software; 

• Perform some confidence interval estimation by using the bootstrap replication 
method and by following recommendations in the last chapter of this document and 
in the Appendix. 

 
1.2 Differences between versions of SIDE 
 
WARNING: 
 
It is possible to purchase the SIDE software from Iowa State University (ISU) but no 
support for users is offered. As well, Statistics Canada does not offer support on this 
software to data users. 
 
Since 1996, the ISU has developed a series of software programs to estimate usual intake 
distributions. This software comes in three versions: SIDE-IML, C-SIDE and PC-SIDE. 
SIDE-IML is the version used by Statistics Canada; C-SIDE is a version that works under 
the UNIX environment; PC-SIDE is a version that runs under WINDOWS but is still being 
developed. This section of the document relates the main differences between the versions 
of the SIDE software. The use of the SIDE-IML version is recommended for all analysis 
needs because of its advantages over the other versions of the software. These advantages 
will be discussed further in the following sections. 
 
1.2.1 SIDE-IML 
 
SIDE-IML is a SAS program written in IML language. It is divided into many modules that 
define an IML object, which in turn needs to be called in an IML procedure. To use it, one 
must first create SAS data sets that define the data and the parameters to be used by the 
software and then call the object through an IML procedure. 
  
Advantages: 
 

1. This is the version of SIDE that is the easiest to modify. It is possible to edit the 
IML modules in order to adapt the software to specific needs. It is particularly 
useful in dealing with bootstrap replicates and estimating the sampling variance; 
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2. The user gets the advantages associated with using SAS software. For example, it is 
possible to do SAS macros, graphics and data manipulation. 

 
Disadvantages: 
 

1. Requires the use of SAS. The user must have a valid SAS license. 
2. The user must be familiar with SAS software. 
3. With this version, it is possible to study nutrient distributions, but not food 

distributions. This is a minor drawback since the survey did not collect enough 
recalls by each respondent to get reasonably precise estimates for most food 
analyses. 

 
 
1.2.2 C-SIDE 
 
C-SIDE is written in the C programming language and must be run in a UNIX 
environment.  
 
Advantages: 
 

1. In addition to analysing nutrient intake distributions, this version can analyse food 
intake distributions. 

 
Disadvantages: 
 

1. There is not much liberty for the user in terms of data and graphics manipulation 
compared to SIDE-IML. 

2. Data manipulation and graphics production is limited. Many data manipulations 
have to be done outside of the software. 

 
Note: 
 
The results obtained with C-SIDE and with SIDE-IML are slightly different from each 
other (while both valid) because of small methodological differences.  

 
 
1.2.3 PC-SIDE 
 
PC-SIDE works under a WINDOWS environment and is user-friendly. This version of the 
software is recommended only for data exploration. 
  
Advantages: 
 

1. PC-SIDE is easy to use for a user that is not familiar with SIDE. 
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Disadvantages: 
 

1. It is hard to perform bootstrap replication with it. 
2. Data manipulation and graphics production is limited. Many data manipulations 

have to be done outside of the software. 
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Chapter 2 Complement to the SIDE-IML version of the Software for 

Intake Distribution Estimation (SIDE) user guide for point 
estimation 

 
2.1 Introduction 
 
In this chapter, the user will become familiar with using SIDE-IML to analyse CCHS data.  
The user will become familiar with the SIDE-IML version available in SAS, the user will 
be introduced to the data available from the CCHS, parameters for SIDE-IML options will 
be recommended and warning messages will be discussed. 
 
2.2 Data available for analysis 
 
Analysis data format: The SAS dataset containing the data to analyse must have numerical 
variables to identify both respondents and 24 hour recalls (first or second). No missing 
values are allowed for identifying variables, for nuisance variables (variables of the 
CLASSVAR and CONTSVAR datasets) or for categorical variables (variables of the 
BYVAR dataset). All variable names must be in capital letters and have a maximum length 
of 8 characters. The analysis dataset must have two lines per respondent since there are two 
24 hour recalls. This includes missing values for those who did not have a second recall. 
The file also must be sorted by respondent and by recall. 
  
To facilitate the user, Statistics Canada has created a SIDE test file (HS_SIDE.txt) which 
links the information from the master file (HS.txt) to the information in the 24-hour recall 
file (R24.txt). The HS_SIDE.txt file satisfies every condition listed in the preceding 
paragraph. The available nutritional information takes the form of daily totals of nutrient 
intake of individuals. The user must create his or her own dataset for analysis of sub-totals 
(by occasion for example).  
 
The HS_SIDE.txt dataset is described in detail on the Statistics Canada CCHS 2.2 data disc 
in the files “D:\Layout\HS_SIDE_lbe.sas” and “D:\Doc\ DvDoc_Eng.doc”. 
 
As is written in section IV of the user guide, the analysis dataset and options must be 
submitted to SIDE-IML through several datasets. The main sets are: ANALYVAR 
(variables to analyse), BYVAR (categories to analyse), CLASSVAR and CONTSVAR 
(nuisance variables), IDVAR (identifying variables), WTVAR (weight variables) and 
DESC (options for input and output datasets and methods to be used). Some of the options 
of the DESC dataset are described later on. Recommendations on these options are also 
given. 
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2.3 Example of dataset definition  
 
The following SAS code estimates the distribution of usual intake of energy for men in PEI 
aged between 31 and 50 years old. The respondent identifier is kept in the IDVAR dataset. 
The day of the week effect is suppressed from the data by including the CCHS 2.2 variable 
ADMDDD variable in the CLASSVAR dataset. ANALYVAR, specifies study of energy 
intake by the inclusion of the CCHS 2.2 variable FSDDDEKC. The survey weight variable 
is defined as FWGT in the WTVAR dataset. Note that this particular SAS program will 
work only if the SIDE library, the main dataset to analyse and its layout are all in the C: 
path. 
 
/* Definition of the library where the SIDE procedure is */ 
LIBNAME side 'c:'; 
 
/* Definition of the dataset to analyse */ 
DATA ANALYSIS; 
%let datafid="C:\hs_side.txt"; 
%include "C:\hs_side_i.sas"; 
/* The analysis is limited to individuals of the domain of interest */ 
IF DHHDDDRI=10 AND GEODDHR4=1101; 
RUN; 
 
/* Definition of some input parameters and files */ 
DATA DESC; 
 INLIB = 'WORK'; 
 OUTLIB = 'WORK'; 
 DATASET = 'ANALYSIS'; 
 NDAY = 2; 
 EST_DAY1= 'Y'; 
 EST_ISU = 'Y'; 
 SAVE_PCT = 'Y'; 
 SAVE_NPP = 'Y'; 
 SAVE_SMO = 'N'; 
; 
/* Definition of the respondent identifier */ 
DATA IDVAR; 
 INPUT NAME $8.; 
 CARDS; 
SIDEID 
; 
/* Definition of a nuisance variable */ 
DATA CLASSVAR; 
 INPUT NAME $8.; 
 CARDS; 
ADMDDD 
; 
/* Definition of the nutrient to analyse */ 
DATA ANALYVAR; 
 INPUT NAME $8.; 
 CARDS; 
FSDDDEKC 
; 
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/* Definition of the weight variable */ 
DATA WTVAR; 
 INPUT NAME $8.; 
 CARDS; 
FWGT 
; 
 
/* Call of the procedure */ 
PROC IML;  
RESET STORAGE = SIDE.OBJ FW = 7;  
LOAD MODULE = (SIDE);  
RUN SIDE ('WORK',0);  
QUIT;  
RUN; 
 
2.4 Recommendations for some options  
 
2.4.1 CLASSVAR and CONTSVAR 
 
In the CLASSVAR and CONTSVAR datasets, one must be cautious with the list of 
variables given. One of the steps underlying the SIDE-IML software is estimation of the 
between-individual variance by subtracting the within-individual variance from the total 
variance of the data (see SIDE-IML user guide for more details). The variables included in 
the two datasets must not reduce the estimate of the between-individual variance. For 
example, if a population consisting of men and women is studied and the sex variable is 
included in the CLASSVAR dataset, the software will eliminate the between-individual 
variance component due to the sex difference. It will basically center the daily intake 
distribution of men and the daily intake distribution of women at the same value. The 
resulting distribution will cause an underestimation of the between-individual variance and 
will not yield the proper usual intake distribution. 
 
In consequence, we recommended including only variables that would reduce the within-
individual variance and not change the between-individual variance. Such a variable takes 
different values between recalls for a given individual. For example, Statistics Canada only 
uses the day of the week (ADMDDD) or the weekend indicator (ADMDDFW) variables in 
the CLASSVAR dataset. 
 
2.4.2 BYVAR 
 
We suggest not using the BYVAR dataset when various populations are to be studied at the 
same time. One should instead do independent analyses for each population. The software 
will stop running if it encounters a fatal problem with a given group and won’t produce 
estimates for the following groups in the list. These groups might not be problematic at all. 
The impact of this problem will be greater when trying to get estimates of the sampling 
variance using bootstrap weights. 
 
When the BYVAR dataset is used, it is best to use numerical variables ordered from 1 to 
the number of populations studied. SIDE will automatically transform character variables to 
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numerical variables ordered in this fashion. A warning message will also appear in the log 
window of SAS giving the equivalence between the two variables. If the population 
identifier is numerical but its values do not range from 1 to the number of domains studied, 
some output datasets will have a population indicator (or BY-group, _INT_BY_) starting at 
1 and others will have the original indicator. This might cause some confusion. The best 
way to avoid this confusion is to avoid using the BYVAR dataset. 
 
2.4.3 DESC 
 
This dataset gives the software the options concerning the input and output datasets and the 
methods to be used. Those options are all described in “A User’s Guide to SIDE Software 
for Intake Distribution Estimation,” available from Iowa State University.  
 
Statistics Canada recommends the following options: 
 

• INLIB, OUTLIB, DATASET to define directories containing input and output 
data files as well as the analysis dataset; 

• NDAY = 2 (to specify the maximum number of recalls by individual); 
• EST_DAY1= ‘Y’; 
• EST_ISU = ‘Y’; 
• SAVE_PCT = ‘Y’; 
• SAVE_NPP = ‘Y’; 

 
The last four options produce the PCT1, PCTU, NPP1 and NPPU datasets which are 
particularly useful in creating graphical diagnostics. 
 

• NPTS = n;  (where n is an integer greater than 0)  
 
This option controls the number of percentiles to output. If NPTS is fixed at 9999, the 
software will output all percentiles from 0.0001 to 0.9999 (0.0001, 0.0002, ..., 0.9998, 
0.9999). This is also useful in controlling graphical precision. The graphs become more 
precise as NPTS gets bigger. By default NPTS is equal to 41. 
 
It is best not to use the predicted individual usual intakes directly. The following options 
tell the software not to produce the SMOOTH dataset which contains the predicted usual 
intakes of each respondent. This set could be very large. 
 

• SAVE_SMO = ‘N’; 
• INDIVUI = ‘N’; 

 
The DESC dataset also includes the LINFRAC, MAXJP and ADALPHA options which 
are useful for solving some problems with the model fitting. 
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2.5 Options not documented in the user guide 
 
There have been some modifications to the SIDE-IML software since the publication of the 
user guide and some useful options are not documented there. In addition, some 
information is only available in the SAS log or in the SAS output windows. It can be 
interesting to modify the IML modules to save this information in SAS datasets.  
 
2.5.1 PEVCR and NPEVCR 
 
Two datasets that could be given to the IML procedure were omitted in the user guide: 
PEVCR and NPEVCR. These datasets enable the user to force values of the measurement 
error variance (within-individual variance) and the centered fourth moment for the 
procedure. Here is an example of such a definition where the measurement error variance is 
set to 0.75 and the centered fourth moment is set to 3: 
 
DATA PEVCR; 
INPUT NAME; 
CARDS; 
0.75 
3.00 
; 
RUN; 
 
DATA NPEVCR; 
INPUT NAME; 
CARDS; 
9999 
; 
RUN; 
 
The NPEVCR dataset specifies the importance the software must give to the forced values 
relative to the values estimated with the data. The 9999 value indicates to give all the 
weight to the forced value and not to use the estimated value. Those two datasets are 
particularly useful when the software cannot give estimates of the parameters with the 
given data (this problem is discussed in the section of this document regarding warning 
messages). The VARCO MP output dataset contains all the information on the variance 
estimation process. The fourth and sixth observations of this dataset are respectively the 
measurement error variance and its centered fourth moment. The SIDE user guide describes 
the other 19 observations of the VARCOMP dataset. 
 
2.5.2 CDFU1 (supplementary output dataset) 
 
By default, the software prints the probabilities calculated with the estimated usual intake 
distribution that were specified in the CUTOFF dataset in the output window of SAS. In 
order to automatically create a SAS file of the cut-offs, one can add the following lines of 
code to the STORDATA module of the IML code: 
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START STORDATA(_G_,OUTLIB,NAMES); 
RESET STORAGE = WORK.STRG; 
 
[....................] 
 
  LOAD CDFU1; 
  CALL EXECUTE('CREATE WORK.CDFU1 FROM CDFU1[COLNAME = {"Value" 

 "Prob Below" "Prob Above" "Std Error"}];'); 
  APPEND FROM CDFU1; 
  CALL EXECUTE('CLOSE WORK.CDFU1;'); 
  FREE CDFU1; 
FINISH; 
store module = (stordata); 
free module = (stordata); 
 
Take note that this modification to the code will produce an error message if SIDE is ran 
when no CUTOFF data set is defined. The modified program tries to create the 
WORK.CDFU1 data set from the CDFU1 IML object which is inexistent when no 
CUTOFF data set is defined. The error message has no impact on the results and can thus 
be ignored. 
 
2.5.3 WARNING (supplementary output dataset) 
 
To get warning messages in a SAS dataset in addition to having them in the log window, 
the WARN module of the SIDE-IML code could be changed to: 
 
START WARN(ERRCODE); 
TMP = CHAR(ERRCODE,3); 
CALL CHANGE(TMP,' ','0',0); 
MSG = CONCAT('*** SIDE WARNING #',TMP,' ***'); 
 
/* Beginning of the modification */ 
call execute ('WARN="000";', 
'use work.WARNING;', 
'read all;', 
'close work.WARNING;', 
'if WARN = "000" then WARN=TMP;', 
'else WARN=WARN//TMP;', 
'tempor=concat(WARN,TMP);', 
'create work.warning from WARN[COLNAME = {"WARN"}];', 
'append from WARN;', 
'close work.warning;'); 
/* End of the modification */ 
 
PRINT MSG; 
FREE TMP L MSG; 
FINISH; 
store module = (warn); 
free module = (warn); 
 

11 



Canadian Community Health Survey – Nutrition SIDE Documentation 
 
 
The beginning of the SIDE module must also be modified in order to create the WARNING 
dataset: 
 
START SIDE(DESCLIB,QUIET); 
RESET NONAME CENTER LOG; 
CALL EXECUTE("OPTIONS NONOTES;TITLE;"); 
PRINT / 'SIDE/IML Version 1.11'; 
PRINT 'Copyright 2001'; 
PRINT 'Iowa State University Statistical Laboratory'; 
PRINT 'All rights reserved'; 
PRINT ,'Author: Kevin W. Dodd',; 
 
PRINT '**** RUNNING ****',,,; 
RESET NOCENTER; 
RESET STORAGE = side.obj; 
LOAD MODULE = (WARN _VTYPE_ READ_KW PROC_DS CHECK_G_ READDATA 
               READ_DS DMP_PID PROC_BY SETUP SQZ INIT_DS); 
RESET CENTER; 
PRINT 'Running Initialization Procedure...'; 
RESET NOCENTER; 
 
/* Data warning */ 
 
create work.warning; 
close work.warning; 
[..............................] 
 
2.6 Warning messages 
 
SIDE indicates potential errors by means of numbered warning messages appearing in the 
log window. The complete list and a detailed description of these messages is presented in 
section VIII (SIDE Warning Codes) of “A User’s Guide to SIDE Software for Intake 
Distribution Estimation,”. 
 
Most warning messages indicate problems with the input datasets and with parameters. In 
general, these messages are fatal (i.e. SIDE will stop). Some messages are not fatal and 
SIDE will then complete its estimation procedure. It is important to determine the relevance 
of these warning messages. 
 
The most frequent messages linked with the estimation process are messages number 61 
(negative derivatives in the normality transformation polynomial), number 63 (the 
transformation does not produce normal data) and 65 (the estimate of the usual intake 
variance is negative). Among those, only message number 65 indicates a fatal error. It is 
important to solve the problems causing these messages because the messages indicate that 
a model assumption might not be respected. Error messages number 61 and 63 can appear 
more than once in one run because the software tries many transformations. There is a real 
problem only if all transformations have a warning message. 
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Here is a list of possible solutions: 
 

• Check the data given as input to the software as well as the outputs at every step of 
the procedure with graphical tools to locate the problem; 

• Change the value of the LINFRAC parameter to a higher value. We do not 
recommend going beyond a value of 5%. Changing this parameter seems to correct 
most problems related to warning messages number 61 and 63; 

• Study a larger domain to get more precise estimates. The sample size will then be 
larger and the probability of a negative estimate for the variance between-individual 
(message number 65) will decrease. The computation of this probability is 
discussed in the next chapter; 

• In some rare cases, it might be good to divide the studied domain and study each 
part separately. This might be appropriate, for example, when the distribution is not 
unimodal (difficult to normalize). Dividing the population could yield many well-
behaved unimodal domains; 

• If the problem is related to warning message number 65, it is possible to force the 
variance and the centered fourth moment of the measurement error to external 
values with the PEVCR and NPEVCR datasets. 

 
Errors are not specific to the calculation of point estimates but can happen when obtaining 
estimates with a bootstrap replicate as well. Finding a solution then gets more complicated. 
Warning message 65 (negative between-individual variance estimate) is the main cause of 
errors. It is possible to get a point estimate with the main weight, but still find that a certain 
number of bootstrap replicates fail to give estimates. The solution one chooses for the main 
weight won’t necessarily solve every problem with the bootstrap replicates. It is more 
appropriate to choose a solution that will give good results with both the main weight and 
the bootstrap weights. These methods are described in detail in the next chapter, 
“Measuring Sampling Variability with Bootstrap Replication when Using Software for 
Intake Distribution Estimation (SIDE)”. 
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Chapter 3 Measuring sampling variability with Bootstrap replication 

when using Software for Intake Distribution Estimation 
(SIDE) 

 
3.1 Introduction  
 
For surveys with simple sampling designs (for example, simple random sampling or 
stratified sampling), mathematical formulas exist to estimate the sampling variance.  The 
Canadian Community Health Survey (CCHS) has a complex design which implies that 
there exists no mathematical formula to calculate the sampling variability. It is necessary to 
use a replication method to estimate this variance, and the most convenient method is 
bootstrap replication. BOOTVAR is a program available in SAS or SPSS that has been 
developed by Statistics Canada to use the bootstrap method to estimate variances from 
complex surveys.  
 
For simple estimates like totals, ratios or regression parameters, it is possible to estimate 
the sampling variability by using BOOTVAR directly with the bootstrap weights. In order 
to get this estimate, the macro calculates the parameter of interest (total, ratio, etc.) for each 
of 500 replicates and then calculates the variance between the 500 values. For estimates 
related to distributions of usual intake, this process must be imitated when estimating with 
SIDE. It is necessary to estimate the parameters of interest with SIDE for each replicate 
(each bootstrap weight) and to calculate the variance between each of the 500 estimates. 
 
The running time of SIDE for a given replicate is greater than the time taken to get a simple 
estimate with BOOTVAR. The total running time of SIDE to handle the 500 replicates can 
be very long. In consequence, it is important to be as efficient as possible when doing 
bootstrap replication. 
 
On the other hand, getting a point estimate without having a warning message does not 
mean every bootstrap replicate will pass without having a warning message. In fact, the 
complexity of the SIDE procedure makes the sampling variability estimation more 
complicated because errors can happen for any bootstrap replicate. The user must solve the 
problems in the most efficient and automated manner possible. 
 
General advice on bootstrap estimation follows in section 3.2. Section 3.3 describes the 
steps to follow to get estimates of the sampling variance. In 3.4, a method to estimate the 
number of replicates that will get fatal errors due to negative variance estimates (warning 
message 65) is given. This document gives ways to solve these problems in 3.5 as well as 
the advantages and disadvantages of these methods. The last section of this chapter gives 
running times of analysis programs and decisions that were taken relative to the bootstrap 
replications specific to the analyses presented in the i-pubs “Nutrition: Findings from the 
Canadian Community Health Survey (Cycle 2.2)” and “Overview of Canadians' eating 
habits,” both released by Statistics Canada on July 6, 2006, as well as for CANSIM tables 
for CCHS Cycle 2.2 posted on that date. Finally, the Appendix gives detailed descriptions 
of the methods listed in section 3.5. 
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3.2 A few remarks on estimating the sampling variability 
 

• We recommend obtaining estimates for as many replicates as possible in order to 
get an unbiased estimate of the sampling variability. 

 
• We suggest creating a loop in a SAS macro in order to be able to use a single weight 

at a time by redefining the WTVAR dataset for each iteration. It is possible to get 
all bootstrap estimates in a single SIDE execution by listing the 500 weight 
variables in the WTVAR dataset and by repeating the nutritional variable studied in 
the ANALYVAR dataset. However, the running time would be greater than if a 
loop was used. 

 
• For a given replicate estimate, if respondents with null weights are not eliminated 

from the input dataset they will end up in the SMOOTH dataset, which contains the 
predicted usual intakes of each respondent, although they should not be. 

 
• Most of the time, one can ignore warning messages 61 and 63 because the software 

will most likely find a proper transformation. In fact, the software tries a great 
number of transformations which are not necessarily all problematic. One can 
ignore these warnings unless all transformations have such a message. 

 
• It is not possible to ignore warning message 65 since the software won’t give an 

estimate for a replicate that has this message. One should attempt to find a solution 
to this problem. This document describes many possible solutions with their 
advantages and disadvantages. 

 
3.3 Steps to follow for Bootstrap estimation 
 
Here are the steps a user can follow to estimate the sampling variability with bootstrap 
replicates: 
 

1. Choose a population and a characteristic to analyse; 
2. Calculate a point estimate with the main weight and solve possible errors by 

following the recommendations of the previous chapter, “Complement to the SIDE-
IML Version of the Software for Intake Distribution Estimation (SIDE) User Guide 
for Point Estimation”; 

3. Estimate the number of failing bootstrap replicates (warning message 65) with the 
results obtained in 2 and with the method described in 3.4; 

4. Choose the most appropriate solution to the errors in the list of section 3.5. The 
same solution will be applied to every bootstrap replicate and to the main weight; 

5. Calculate bootstrap estimates with the method chosen in section 4 and by following 
the instructions in the corresponding section of the Appendix. 
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3.4 Estimating the number of failing replicates 
 
Estimating the number of bootstrap replicates that will get a type 65 failure before doing 
bootstrap estimation can save a lot of computing time. Knowing that number in advance 
helps the user choose the domain to study and the method to use to deal with these failures. 
 
If the sample was obtained through simple random sampling, it would be possible to 
estimate the number of replicates with fatal errors due to negative between-individual 
variance estimates with the point estimate obtained using the main weight and with the 
following mathematical formula: 
 

Estimated number of failing replicates 
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 a = number of first recalls 
 b = number of second recalls 
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  = statistic following the Fisher distribution with a-1 degrees of freedom for the 
  numerator and b-1 degrees of freedom for the denominator 

1
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bF

  =  variance of the usual intake estimated with the main weight (third element  
  of the VARCOMP dataset) 

2ˆ xσ

 Aμ̂  =  variance of the measurement error estimated with the main weight   
  (fourth element of the VARCOMP dataset) 
 
The design of the Canadian Community Health Survey - Cycle 2.2 is not a simple random 
sampling design but is much more complex. However, the preceding formula gives an idea 
of the amplitude of the problem. In view of this formula, note that the probability that a 
given replicate fails diminishes as the number of first and second recalls increases. 
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In the following example, the usual intake of energy for PEI men aged between 31 and 50 
years old will be studied. For this population, the sample has (with ADMDDD, the day of 
the interview, as a nuisance variable): 
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The estimated number of failing replicates is 0.05. In reality, only one replicate fails among 
the 500 which is close to the estimate of 0.05. 
 
Estimating the number of failing replicates is particularly useful when choosing a solution 
to the failures. It can give the user an idea of the extent of the problem. 
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3.5 Solutions to failing replicates 
 
It can be difficult to get an estimate for every bootstrap replicate, in particular because of 
type 65 errors. Statistics Canada’s recent studies have led to many possible techniques to 
solve the problem. 
 
Under the assumption that the measurement error model underlying SIDE is good, having a 
type 65 warning message with the main weight or with bootstrap replicates is due to 
chance. This does not mean that warning message number 65 should be taken lightly 
because it could bias the sampling variance estimate. We recommended using one of the 
following approaches when such a warning happens: 
 

1. Change the studied population; 
2. Change input parameters and options; 
3. Do nothing; 
4. Modify the between-individual variance estimator so that it is always positive or 

null and use the Woodruff method to get estimates of percentiles; 
5. Force the measurement error parameters with different values for each replicate; 
6. Force the measurement error parameters with the same value for every replicate. 

 
To help in the choice of a method, Table 1 gives the qualities of each technique. In 
addition, the Appendix gives a detailed description of each one of them. Note that the same 
technique and options must be used with the main weight and with the bootstrap weights 
for the sampling variance estimate of the point estimator to be valid. Also note that having 
a great number of failing replicates could mean that it is not appropriate to adjust the SIDE 
model on the studied domain.  
 
Before going into the details of the methods, recall that there are three types of estimate one 
can get from the estimate of the usual intake distribution: 
 

1. The mean of the usual intake; 
2. The proportion of the population having a usual intake over or under a certain cut-

off; 
3. A percentile of the distribution. 
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In Table 1, the last column compares the length of the confidence interval of the fourth 
method to the length of the confidence interval obtained with the method of the 
corresponding line. Method 4 was used as a reference because its underlying assumptions 
are in general easier to satisfy compared to the others. 
 
Table 1 Qualities of the approaches to improve sampling variability estimation  

Method Fast Simple No 
additional 

assumption 
for the 

method to 
be valid 

Length of the 
confidence 

interval 

1. Change the studied 
population 

 X X Smaller if the 
domain is 
enlarged 

2. Change input parameters and 
options  

 \ X About the same 
length 

3. Do nothing X X  Smaller 
4. Positive variance estimator X   Reference 

length 
5. Forced values replicate by 
replicate 

   Smaller 

6. Common forced values X   Much smaller 
X = Completely satisfies the criteria 
\   = Partially satisfies the criteria 

 
Here is a detailed summary of the methods’ advantages and disadvantages: 
 

1. Change the studied population 
General description • In some situations the domain of interest may have too few 

units to be able to estimate the parameters of interest.  If 
necessary, the user should switch to a less detailed domain for 
the study. 

Running time • If the domain is enlarged, the running time will get longer than 
the running time needed to produce estimates for the initial 
domain. 

Complexity • Low 
Assumptions • None. 
Technical conditions • The new studied population must not have problems of failing 

replicates. 
Suggested use • If the user is ready to change the studied domain. 
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2. Change input parameters and options 
General description • In some situations other settings of the input parameters and 

options may resolve the problem. 
Running time • Increased since modifications need to be tested. 
Complexity • Average. The user must know the details of the SIDE 

procedure to change the options and parameters adequately. 
Assumption(s) • None. 
Technical condition • A combination of values of parameters and options that solves 

most problems must exist. Those values must also be used to 
compute the point estimate (with the main weight). 

Suggested use • If the user is ready to take the time and if the number of 
replicates that fail is low then this method can be used. If the 
number that fails is high, the probability that the method will 
solve every problem is low. Note that the changes made might 
not be successful at all which could be viewed as a waste of 
time. 

 
3. Do nothing 
General description • This method consists of estimating the sampling variance with 

only the replicates that did not get warning message 65. 
Running time • Reference time 
Complexity • Low 
Assumption(s) • The bias on the sampling variance created by ignoring the 

failing replicates is negligible. 
• The bootstrap variance estimate is stable with the reduced 

number of replicates used. In other words, the bootstrap 
estimate has converged to a reasonable degree on the real 
value. 

Technical condition • The point estimate must not fail. 
Suggested use • Users should only use this method if the number of failing 

replicates is very low.  If there are many replicates that fail then 
it is less likely that the assumptions are satisfied and these 
assumptions are not easy to validate. 
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4. Modify the between-individual variance estimator so that it is always positive or 
null and use the Woodruff method to get estimates of percentiles 
General description • This method consists of estimating the between-individual 

variance by taking the maximum between 0 and the estimate 
given by SIDE (which could be negative) and use the 
Woodruff2 method when the studied characteristic is a 
percentile of the usual intake distribution. 

Running time • The running time is comparable to running SIDE without 
worrying about failing replicates. Programming can take some 
time. 

Complexity • High. It is important to visualize every step of the approach. 
The user must also understand the Woodruff method when 
estimating percentiles. 

Assumption(s) • When estimating percentiles with the Woodruff method, the 
user assumes that the sampling distribution of any given 
percentage calculated from the estimated usual intake 
distribution is normal. This is basically equivalent to saying the 
500 bootstrap estimates of the probability of being under any 
given cut-off follow a normal distribution. 

Technical condition • None if the parameter of interest is a probability. 
• If the characteristic of interest is a percentile, the point estimate 

must not fail. 
Suggested use • For probability estimates this is the best method since there is 

no underlying assumption. 
• The new variance estimator, which is the maximum between 0 

and SIDE’s estimator, is biased whereas SIDE’s estimator isn’t. 
However, the bias of the resulting confidence interval is in 
general smaller than when the failing replicates are ignored. 

• For percentile estimates this is a good approach if the number 
of estimates to produce is high since it is a quick method (once 
programming is done) and it is a method which is easy to 
automate. 

• A drawback of this method is that the assumption must be 
satisfied in order to estimate percentiles. It can be verified by 
comparing histograms of bootstrap estimates of probabilities 
calculated from the usual intake distribution with normal 
density plots or by doing normality tests on these bootstrap 
estimates. Generally speaking, the hypothesis will not be met if 
the number of failing replicates is high which will most likely 
correspond with the failing of the technical condition (a failing 
point estimate). 

 

                                                 
2. Woodruff R.S. (1952). Confidence intervals for medians and other position measures. Journal of American 
Statistical Association, 57: 622-627. 
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5. Force measurement error parameters with different values for each replicate 
General description • This method consists of supplying values for the parameters 

that caused the warning message 65 instead of letting the 
software calculate them. To account for the imprecision in 
estimating the input parameters, different values are forced 
from one replicate to the other. The process is done replicate by 
replicate. 

Running time • At least doubled compared to ignoring the failing replicates. 
Complexity • High, because of programming 
Assumption(s) • Measurement error parameters of individuals from the donor 

domain are equal to those of the individuals of the recipient 
domain. This also means that differences in the consumption of 
individuals of the donor domain are similar to those of 
individuals of the recipient domain. 

Technical condition • The donor must not have failing replicates (or very few). 
• The donor must come from the CCHS to have 500 different 

bootstrap estimates (plus an estimate for the main weight) of 
the measurement error variance and centered fourth moment. 

Suggested use • If there is a domain that could satisfy the hypothesis. 
 
6. Force common values of the measurement error parameters for all replicates 
General description • This method is similar to approach number 5 (force 

measurement error parameters) but the same value of the 
parameters is forced for every replicate. This is equivalent to 
ignoring the imprecision in estimating the parameters of the 
donor domain. 

Running time • Comparable to the do-nothing approach 
Complexity • Normal 
Assumption(s) • Measurement error parameters from individuals of the donor 

domain are similar to those for individuals of the recipient 
domain. 

• The parameters that are forced in were measured with a 
sampling precision so high from the donor domain that the 
effect on the confidence intervals produced for the recipient 
domain is negligible. 

Technical condition • There must be values to force in, either because they were 
calculated or because an expert produced them. 

Suggested use • If no other method can be used. The assumptions are very 
difficult to satisfy. 
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Finally, here is the suggested use of the six methods depending on the number of replicates 
that fail: 

No matter how many replicates 
fail 

• 1. Change the studied domain. 

Small number of failing 
replicates (less than 5%) 

• 2. Change input parameters and options. 
• 3. Do nothing. 

Medium number of failing 
replicates (less than 250) 

• 4. Modify the between-individual variance estimator 
so that it is always positive or null and use the 
Woodruff method to get estimates of percentiles. 

High number of failing 
replicates (250 or more) or if no 
point estimate can be obtained 

• 5. Force measurement error parameters with 
different values for each replicate. 

• (if no other method is applicable) 6. Force common 
values of the measurement error parameters to all 
replicates. 

 
3.6 Details on the computation of results for the first article from 

Statistics Canada and for the CANSIM tables 
 
This section of the document gives the running time taken to produce most of the first 
results published by Statistics Canada and describes the choices that were made to take care 
of warning messages when estimating the sampling variance with bootstrap replication. 
Most analyses were done for a variety of domains and on the usual intake distribution of 
variables related to energy and on the usual intake distribution of frequently consumed 
foods. For food analyses, the usual intake distributions were studied in terms of number of 
portions of each of the four food groups. 
 
The domains studied are defined by the following CCHS 2.2 variables: 
 

1. DHHDDRI : 13 oldest target age groups of the survey (no sex distinction: 1-3 years 
old, 4-8 years old, 9-13 years old; by sex: 14-18 years old, 19-30 years old, 31-50 
years old, 51-70 years old and 71 years old and over); 

2. AGE1 :  two age categories: 4 to 18 years old and 19 years old and over; 
3. INCOME : 8 groups formed from the crossing of variables INCDDIA5 (where the 

two lowest levels of income are combined) and AGE1; 
4. AGE_REG : 10 groups formed from crossing the five regions (Atlantic, Quebec, 

Ontario, Prairies and British Columbia) with the AGE1 variable; 
5. DIG2 : 11 age-sex groups proper to milk products analyses (4-9 years old without 

sex distinction; by sex : 10-16 years old, 17-30 years old, 31-50 years old, 51-70 
years old and 71 years old and over); 

6. AGE2 : three age groups : 4 to 9 years old, 10 to 16 years old and 17 years old and 
over; 

7. INC_MILK : 12 groups formed by crossing variables INCDDIA5 (where the two 
lowest levels of income are combined) and AGE2; 

8. AGE2_REG : 15 groups formed by crossing the 5 Canadian regions and AGE2; 
9. DIG_PRV: 130 groups formed from the crossing of the province with DHHDDDRI. 
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The following two tables give the running time taken to get the results of the first article 
from Statistics Canada and of the first wave of CANSIM tables. Two computers were used 
to produce the results. The first one has an Intel 4 processor with 2.4 GHz and 524 Mb of 
RAM while the second also has an Intel 4 processor but with 3.2 GHz and 524 Mb of 
RAM.  
 
For the article, a small number of bootstrap replicates failed to give estimates. It was 
decided to use the third approach, ignore the failing replicates in the sampling variability 
calculation, because that small number of failing replicates had a negligible impact on the 
sampling variance estimate. 
 
Table 2 Running time taken to produce the results of the first article from 

Statistics Canada  

Variable studied Domain 
indicator 

Number of 
domains 

Computer 
number 

Time (in 
minutes) 

Number of 
failing replicates 

Percentage of energy 
coming from lipids DHHDDDRI 13 1 194 0 

  INCOME 8 1 156 0 
  AGE1 2 1 148 1 
  AGE_REG 10 1 188 0 
Percentage of energy 
coming from carbohydrates DHHDDDRI 13 2 162 0 

  INCOME 8 2 138 0 
  AGE1 2 2 147 1 
  AGE_REG 10 2 159 0 
Percentage of energy 
coming from proteins DHHDDDRI 13 2 157 0 

Grain products DHHDDDRI 13 1 207 0 
  INCOME 8 1 160 0 
  AGE1 2 1 221 0 
  AGE_REG 10 1 178 0 
Milk products DIG2 11 2 141 0 
  INC_MILK 12 2 124 8 
  AGE2 3 2 114 0 
  AGE2_REG 15 2 155 6 
Vegetables and fruits DHHDDDRI 13 1 213 0 
  INCOME 8 1 160 0 
  AGE1 2 1 218 0 
  AGE_REG 10 1 188 0 
Meat and alternatives DHHDDDRI 13 2 149 12 
  INCOME 8 2 112 13 
  AGE1 2 2 148 0 
  AGE_REG 10 2 152 0 

 
For the CANSIM tables, the target domains were the 13 oldest age-sex (DRI) groups 
defined by variable DHHDDDRI for each of the 10 provinces (130 domains in total). The 
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method of forcing different measurement error parameters replicate by replicate (method 5) 
was used for the CANSIM tables. The donor domain was the corresponding DHHDDDRI 
national group (each national DHHDDDRI had 10 recipient domains). For these tables, the 
assumption was made that measurement error parameters are similar for donor domains and 
recipient domains. Since national bootstrap estimates were produced for each DHHDDDRI 
the additional running time of getting donor domain parameters did not have an impact on 
the choice of the method to use. To calculate the total running time needed for CANSIM 
tables, add running times of the donor and recipient domains. For example, to get estimates 
of the distribution of the percentage of energy coming from lipids for the 130 DIG_PRV it 
took 890+194 minutes (18 hours and 4 minutes). 
 
Table 3 Running time taken to produce the first wave of CANSIM tables  

Variable 
studied 

Domain 
indicator 

Number of 
domains 

Computer 
number 

Time (in 
minutes) taken 

to get 
estimates from 
the recipient 

domain 

Number of 
domains that 
failed to give 

point 
estimates with 

the main 
weight before 

forcing 
parameters in 

because of 
warning 

message 65 
Percentage of 

energy 
coming from 

lipids 

DIG_PRV 130 1 890 13 

Percentage of 
energy 

coming from 
carbohydrates 

DIG_PRV 130 2 874 13 

Percentage of 
energy 

coming from 
proteins 

DIG_PRV 130 2 600 11 
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APPENDIX 
 
Detailed description of solutions to SIDE failures when estimating 

sampling variability with Bootstrap replication 
 

1. First method: change the studied population 
 
It is possible to divide the domain (if the distribution for the entire domain does not seem to 
respect the underlying assumptions for the model) or to study a larger domain if there are 
not enough units in the domain of interest to get a good estimate of the distribution.  
  
In general, enlarging the domain lowers the probability of having negative variance 
estimates because the number of first and second recalls gets larger. The main disadvantage 
is that precision is lost from studying a less precise domain then the initial domain targeted. 
Another drawback is that it takes more computing time to study a larger domain. 
 
2. Second method: change input parameters and options 
 
It is possible to change the LINFRAC, MAXJP, MAXROOT and MEANFRAC 
parameters. One can also try to make some changes in the CLASSVAR input dataset by 
adding/suppressing variables related to the day of the week the interview was completed or 
to the weekend/weekday indicator. Among the changes, using a higher value of LINFRAC 
is generally the most successful. 
 
3. Third method: do nothing 
 
This is the simplest approach, but its use must be justified. Users must assure themselves 
that it is safe to ignore the failing replicates and that no bias is introduced.  Users should 
also verify that the variance estimate has converged on a value and would not fluctuate if 
further replicates were introduced. The method consists in calculating the sampling 
variance with only replicates that have no fatal warning messages. In the example, only 499 
replicates would be used (all replicates except number 75). The confidence interval for the 
median would then be [2041.05, 2578.23]. 
 
4. Fourth method: modify the between-individual variance estimator so 

that it is always positive or null and use the Woodruff method to get 
estimates of percentiles 

 
This approach consists of taking the maximum between 0 and the estimator from SIDE as 
the new estimator of the between-individual variance. A null between-individual variance is 
equivalent to every individual in the population having exactly the same usual intake. The 
usual intake distribution will then be discrete with all probability mass concentrated at the 
mean of the first recall.  
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Each type of estimate one can get from the estimated usual intake distribution (mean, 
probability and percentile) needs to be treated carefully with this new estimator. 

1) Estimate Of The Mean Of The Usual Intake 
 
The mean usual intake for a population and its sampling variance can be estimated without 
using SIDE (with BOOTVAR for example) by calculating the mean daily intake with the 
first recalls. This kind of estimate is not affected by SIDE’s warning messages. 

2) Estimate Of The Proportion Of The Population Under A Cut-Off 
 
For this kind of estimation, when the usual intake variance is null, either 0% or 100% of the 
population is under the cut-off. When this happens, every individual of the population is 
estimated to have exactly the same nutrient consumption in terms of usual intake. For 
example, if the variable of interest is energy, if there is a warning message number 65 and 
if the mean daily intake calculated with the first recalls is 2000 calories, then the new 
variance estimate is 0 (the maximum between 0 and the negative estimate that SIDE would 
give) and it would be estimated that every individual of the population has a usual intake of 
2000 calories. If the probability of interest was the percentage of the population having a 
usual intake below 3000 calories, the estimate would be 100%. 
 
When estimating the sampling variance for the percentage of PEI men aged 31 to 50 years 
old who have a usual intake under 2000 calories (with ADMDDD as a nuisance variable), 
SIDE’s estimate of the between-individual variance for replicate number 75 is negative 
(there is a number 65 warning message). The new estimate of this variance is 0 for replicate 
75 (the maximum between 0 and the negative value obtained with SIDE). The mean of the 
first recalls is 2303 calories for this replicate. The bootstrap estimate of the proportion of 
the population under the 2000 calories cut-off is 0% since everybody has a usual intake of 
2303. 
 
To get the 500 bootstrap estimates, it is necessary to replace missing bootstrap replicate 
estimates with a 0 or with a 1. 

3) Estimate Of A Percentile Of The Usual Intake Distribution  
 
To get the 500 bootstrap estimates of a percentile, one must combine the preceding method 
with the confidence interval method of Woodruff. In summary, the user must: convert the 
nutrient percentile in terms of probability, produce the confidence interval of these 
probabilities by following the approach in 2), and transform that interval back into the 
nutrient scale. 
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Here are the steps to calculate the confidence interval of a percentile of the estimated usual 
intake distributions: 
 

A. Determine the percentiles to study; 
B. Calculate point estimates of the percentiles in A using the main weight. If 

this step fails, the method will not work and it is necessary to choose a 
different method; 

C. Estimate (with SIDE) the proportion of the population under the estimates 
obtained in A with the main weight and with the bootstrap weights (by using 
the CUTOFFS input dataset); 

D. Replace the missing bootstrap estimates in C by using the method described 
in 2) (for estimates of proportion of the population under a given cut-off); 

E. Calculate the confidence interval resulting from C and D; 
F. Find the percentiles that correspond to the limits of the confidence interval 

obtained in E by putting NPTS=9999 in the DESC input dataset and by 
running the main weight one last time. 

 
This will require running SIDE 503 times (once for B, 501 times for C combined with D 
and once for F) while being cautious about the parameters of the input datasets DESC and 
CUTOFFS.  
 
In order to better understand the following example, we suggest trying to obtain the same 
estimates with the software and the CCHS data. The goal is to calculate the 95% confidence 
interval of the median of the distribution of usual intake for PEI men aged between 31 and 
50 years old. The estimate of the median, which is a percentile, will require the use of the 
Woodruff method. Here are the detailed steps of the approach: 
 

A. The percentile of interest is the median, the 50th percentile; 
B. The point estimate is 2309.64; 
C. The probability of being under this value is of course 0.5 with the main 

weight. For the first bootstrap replicate this value is 0.5395; for the second it 
is 0.4278; for the third one it is 0.6575... Note that there is no value for 
replicate 75 since there is a number 65 warning message. 

D. The mean of the first recalls of replicate number 75 is 2303. The next step is 
to compare this value with the value obtained in B (2309.64) to get the 
missing bootstrap value. This value is 1 (or 100%) for replicate 75 because 
2303 is less than 2309.64, which means that all the population consumes 
less than 2309.64 calories.  

E. The bootstrap variance calculated with the 500 estimates is 0.0099. The 
resulting confidence interval in terms of probabilities is [0.3049, 0.6951]. 
The last step is to convert this interval into a calories scale. 

F. Once the NPTS option is fixed at 9999, the PCTU dataset contains every 
estimate necessary to go from E to F (every estimated quintile from 0.0001 
to 0.9999). The percentiles that correspond to the limits of the confidence 
interval in E are 2024.93 and 2635.61. The confidence interval for the 
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median of the usual intake distribution of PEI men aged from 31 to 50 years 
old is [2024.93, 2635.61]. 

 
IMPORTANT: A negative probability or a probability greater than 1 is impossible. For 
that reason, when the confidence interval in E has negative or greater than 1 values, it is 
necessary to take the confidence interval back between 0 and 1. For example, if in E the 
interval is [-0.01, 1.03], the interval to use in F will be [0, 1]. 
 
IMPORTANT: Note that having a limit of 0 or 1 in the confidence interval in E means 
that there is information lost on this or those limits in step F. This happens when the 
variability is high in the studied domain, i.e. when the survey does not give much 
information on the domain. In the example, if the confidence interval in E was [0.0000, 
0.6951], in F the interval would have been [x calories, 2635.61 calories], where x is the 
smallest possible value for an energy usual intake. The resulting confidence interval is 
unilateral a bilateral interval was sought. In a similar fashion, if the interval in E was 
[0.3049, 1.0000], in F the interval would have been [2024.93 calories, y calories], where y 
is the highest value possible for an energy usual intake. Finally, if in E the interval was [0, 
1], in F it would have been [x calories, y calories]. This means that the only available 
information on the median would be the point estimate 2309.64: the point estimate is 
2309.64 but at the 95% level the median could be any value. If it was estimated that at least 
half of the replicates would fail then it is almost certain that one of the limit will be non-
informative (maybe both). 
 
Nothing stops a user to from applying this technique when every bootstrap replicate works. 
The confidence intervals resulting from the do-nothing approach and from this method will 
be different but will both be valid if the hypotheses are met. 
 
5. Fifth method: force measurement error parameters with different 

values for each replicate 
 
The forced values (501 weights times 2 parameters) must come from the survey itself. 
Forcing these values means that the user makes the assumption that the between-individual 
variance is the same in the studied population as in the population the parameters are 
coming from. It is more appropriate to assume this for a frequently consumed nutrient (like 
energy) than for a food or nutrient more local or rare (like seafood). 
 
If again the median usual intake in energy for PEI men aged 31 to 50 years old is of 
interest, replicate number 75 will yield a negative between-individual variance estimate. To 
apply the method, one could choose as donor domain Canadian men aged between 31 and 
50 years old. 
  
The values of the parameters to force in (the measurement error variance and centered 
fourth moment) will then be 0.5903 and 4.1645 with the main weight; 0.5702 and 4.2026 
for the first replicate; 0.6676 and 4.0390 for the second; 0.6133 and 4.3896 for the third. 
The median estimate is then 2324.21. The estimated confidence interval is [2052.62, 
2595.80].  
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Note that methods 3, 4 and 5 give similar results in this example. Doing nothing with the 
failing bootstrap replicates does not have a big impact because only one replicate fails. 
When the number of failing replicates is high, the difference between the confidence 
intervals of each method will be more apparent. It is then necessary to be more careful in 
choosing a method. 
 
6. Sixth method: force common values of the measurement error 

parameters to all replicates 
 
Forced values can be taken from the CCHS as well as from another survey (or even from an 
expert on the subject). This approach consists of replacing the measurement error’s 
variance and centered fourth moment with the same value for the main weight and for 
every replicate including those that did not fail. 
 
For PEI men aged 31 to 50 years old, when the median of the usual intake in energy is of 
interest, replicate number 75 will fail. If the donor domain is all Canadian men aged 31 to 
50 years old, the values estimated from this domain with the main weight will be forced in 
the recipient domain. These values are 0.5903 and 4.1645 and will be forced in for the main 
weight and for every replicate of the recipient domain. The point estimate of the median is 
2324.21 and the estimated confidence interval is [2224.83, 2423.59]. Note that this interval 
is half the length of the one obtained with method number 5 (where different values were 
forced for every replicate) since the extra variability due to estimation of the forced 
parameters was ignored. Forcing different values from one replicate to the other is 
equivalent to taking this extra variability into account. 
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